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Introduction

Our goal is to compress a sound file in order to decrease the transmission time while maintaining an acceptable quality of sound.

To compress the sound file, we will use quantization, a process in which a signal with a continuous dynamic range is converted to one whose amplitudes can take on only certain discrete levels.  When transmitting the quantized sound signal, less data need to be streamed and thus transfer time is reduced.  Through this process, there is an inherent loss of sound quality as we sacrifice precision of the signal for simplicity.

We will explore a method of compression in which an auto-regressive model, whose coefficients are calculated to give us the best approximation of the original signal, is used to reconstruct the original sound.  In this process, rather than quantizing the entire signal, the errors derived when subtracting the approximated signal from the original signal are quantized.  These errors have a much smaller dynamic range than the original signal and thus have a more accurate quantized representation.

We will observe both objectively and subjectively the degradation of the sound signal after compression.  We will measure the degradation objectively by calculating the mean square error of the compressed signal with respect to the original.  We will then observe the degradation subjectively by evaluating the perceived sound quality of the compressed signal.

Procedure

Our first goal is to quantize the sound file.  We begin by importing our sound signal whose amplitude we shall consider to be continuous across the range.  

We will create a “step size”, q, determined by our quantization rate, r, and by the dynamic range of the signal.  The amplitude of the signal at every discrete time will then be recalculated as an integral multiple of this step size, in effect forcing each continuous value to take on one of 2r possible discrete values.

Our step size, q, is calculated as the magnitude of the dynamic range of the signal divided by 2r.  At every discrete time value, we divide the amplitude by this step size, round to the nearest integer, and then multiply by the step size.  Mathematically, if y[n] is the amplitude of our original signal and yq[n] is the amplitude of our quantized signal at time n, we calculate:
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The mean square error is then calculated as:
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where N is the total number of elements in the signal.

Our second goal is to approximate the sound signal with an auto-regressive model.  This is a model in which a given value y[n] is approximated as a linear combination of previous values.  Though we do not expect the original signal to be linear, we assume that over a short enough period of time, which we will call a “block”, a good linear approximation can be made.  In this case, we will choose a block to be 160 entries.  

We will use the following auto-regressive model to approximate our data:
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where e[n] is our residual error.

To derive the coefficients a[k], we create a Toeplitz matrix, A, whose first row contains the previous ten values of y and whose first column contains the values y[0] through y[159] for each block.  We then create a vector, b, containing the y values which we are attempting to approximate.  A third vector, a, holds the coefficients a[k].  We then solve Aa=b for a.  Because the original signal is not linear, b cannot be in the range of A and thus we solve this equation using MATLAB’s least squares operator.  An array of the residual errors, e, is then calculated as b-Aa.

At this point, there is no compression or loss of data as the exact original signal can be reconstructed by calculating Aa+e.  We now compress the data through quantization.  We quantize the vector e for each block of data using the method previously stated.  We then reconstruct the signal as Aa+e and calculate the mean square error of this reconstructed signal with respect to the original signal.  This process is then repeated with a quantized.

Again, we expect this reconstructed signal to have a lower mean square error than the original quantized signal because we are quantizing over a much smaller dynamic range.

Results

The following plot of errors demonstrates the advantage of using an auto-regressive model with quantized residual errors over a wholly quantized signal.  The quantization rate used is r=8.
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The blue plot is the difference between the original signal and the quantized signal as a function of time.  The red plot is the difference between the original signal and the reconstructed signal.  It is clear that the error created using the auto-regressive model with quantized residuals is overall lower than that of the quantized signal.
The following table summarizes the mean square error values achieved with the quantized signal and the signal reconstructed with continuous-valued coefficients as a function of r, the quantization rate:

Mean Square Error
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1

7.70E-03

6.60E-03

2

4.30E-03

2.10E-03

3

1.40E-03

5.46E-04

4

4.18E-04

1.39E-04

5

1.14E-04

3.32E-05

6

3.15E-05

8.34E-06

7

8.72E-06

2.09E-06

8

2.00E-06

5.56E-07


These results are consistent with the hypothesis that quantizing over a large dynamic range yields higher error than quantizing over a smaller range.  We see that the quantized signal yields a higher error than the signal reconstructed with quantized errors.

We can observe that the error continues to decrease as r is increased.  Increasing r allows for more accurate information to be transmitted which results in a lower mean square error at the expense of transfer speed.  That is, as r increases, the amount of data required also increases thus resulting in a slower transfer speed (or a more demanding means of transmitting data).

The results also show that increasing r by 1 has a more dramatic effect on the error when r is small than when r is large.  The more we increase r, the smaller the overall increase in sound quality becomes.  There is therefore some practical limit of r at which we will have sufficient sound quality as well as an acceptable transfer rate.

The perceived sound quality is found in both cases to be inversely proportional to the mean square error and is generally better in the reconstructed signals than the quantized signal, which always has a noticeable amount of static.  When listening to the reconstructed signal with continuous coefficients, we find that at r=1, the speech is discernible though a noticeable amount of static is present.  At r=8, there is no perceivable static and the sound quality is indistinguishable from that of the original sound signal.  Consistent with the mean square error results, we find that the change in perceived sound quality is most dramatic when r is increased from a value of 1 to 2.  For this particular sound signal, we find that a value of r=4 is a good compromise of sound quality and hypothetical transfer rate.  

In real world applications, the coefficients are quantized as well before they are sent.  However, when attempting to reconstruct the signal with quantized coefficients, MATLAB would consistently give a “Not a Number” error for values of r less than 8.  The speech at such values of r was garbled and clicks and pops were present throughout the signal.  The mean square error quickly approached infinity.  Hours of troubleshooting only revealed that the reconstructed values of the signal continued to grow without bound as time passed.  The coefficients were found to have been quantized correctly and the errors were recalculated and quantized exactly as before.  The contributing factor to this error was therefore either erroneous programming or a lower limit of the quantization rate at which the signal fails to be reconstructed correctly.  We assume the former to be the case as we know this method of compression to be widespread and successfully implemented elsewhere.

Conclusion

We have shown that, given a certain quantization rate, our method of compression through predictive coding yields sound quality superior to that of quantizing the sound signal as a whole.  We have observed that when selecting a quantization rate, a compromise needs to be made between sound quality and transfer rate.  We have also found that as perceived sound quality is increased, the mean square error of the approximated signal is decreased.

Despite the obvious advantages of this method of compression over quantization of the signal as a whole, we must keep in mind the disadvantages.  There is a need for computation time at both ends of the transmission, both in calculating the coefficients and errors at the host end and in reconstructing the signal at the receiving end.  For a given quantization rate, this method also requires more data, such as the coefficients, to be transmitted.  However, this slight decrease in the data transfer rate is only marginal when considering the superiority of the sound quality. 

PAGE  
5

_1176493188.unknown

_1176582591.unknown

_1176632678.xls
Sheet1

		Quantization rate, r		Quantized Signal		Reconstructed Signal w/ continuous coefficients

		1		7.70E-03		6.60E-03
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